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Emmy, an AI-driven compiler, generates CUDA kernels automatically instead of by hand. On

Gemma 4 12B in FP16 its kernels reach up to 1.6 times cuBLAS on the RTX 5090, achieved via

TMA transport, hybrid FP16/FP32 accumulation, and FlashAttention-2 parity, shipped as a

drop-in vLLM plugin.

AI has demonstrated incredible prowess in coding tasks, implementing entire applications from scratch.

When it comes to CUDA kernels, though, a seemingly obvious target given that they are small self-contained

functions computing specific operations, we still rely almost exclusively on handwritten code.

Given enough attempts and benchmarking feedback, AI can produce an individual kernel competitive with

hand-tuned libraries. Stanford's AI-generated kernels matched or beat expert PyTorch baselines on several

FP32 operations, though the same run reached only 52 percent of torch.matmul and 9 percent of PyTorch's

SDPA in FP16. NVIDIA ran DeepSeek-R1 in a closed verifier loop to generate working attention kernels, and

Kevin-32B trains that loop with reinforcement learning. It does not scale, however: a large model needs

hundreds of kernel shapes, each tuned per GPU, and single attempts still miss the mark. KernelBench finds

that even frontier reasoning models beat the PyTorch baseline in fewer than 20 percent of tasks. The

generate-and-benchmark loop can take weeks for a single model and card, still requires a human in the loop,

and the result transfers to neither the next model nor the next card.

What we need is an AI-driven compiler stack that can generate kernels automatically from a high-level

description of the model, and optimize them for specific shapes and hardware. This is where Emmy comes

in. Below we present our results on Gemma 4 12B, a small open-weight model, running on an RTX 5090,

where Emmy-generated kernels achieved up to 1.6 times speedup over cuBLASLt, a 1.30 times

geometric-mean speedup over PyTorch eager across all 277 deployed kernel shapes, and end-to-end

serving that beats stock vLLM on time to first token at every long-context point we measure: 16 percent

better single-stream, 2 and 8 percent at four and eight concurrent streams, 11 percent on RAG-style

long-input serving, and 10 percent on a saturated 64-request wave.

We cannot translate the full kernel speedup to end-to-end numbers because of integration costs with vLLM that

cannot be eliminated without significant modifications to the latter. Integration via the vLLM plugin also costs 0.3

to 1 ms per token, which is 2 to 5 percent of performance. Decode kernels are fully memory-bound, so our kernel

optimizations do not apply there, and decode is overall slightly slower than stock vLLM.

These results demonstrate that the compiler approach can generate kernels competitive with hand-tuned

libraries on both popular and niche operations, including the automatic derivation of the best GEMM and

FlashAttention schedules for one of the most popular local LLM models. Emmy scales to new hardware and

kernel pairs like a compiler, while also applying ad-hoc optimizations for a given kernel on a concrete GPU

like hand-tuned kernels.

Compiler optimizations
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Emmy is a compiler in the same lineage as TVM with its Ansor auto-scheduler, Hidet, which plugs in directly

as a torch.compile backend, and Mirage, which superoptimizes a graph built through its own API. All of them

generate kernels from a high-level description of the computation rather than from hand-written CUDA. The

compiler approach offers three advantages over hand-tuned libraries.

● The same optimization that wins on a specific kernel can be applied to optimize all similar kernels.
● A large number of kernels can be generated and tuned automatically, finding the best schedule for each

without manual intervention.
● A large number of operations can be fused into a single kernel, reducing memory traffic and launch

overhead. This is not demonstrated in this article and is reserved for future optimizations.

The main advantage of the compiler-based approach is also the source of its biggest challenge. A compiler

is limited to generic, uniform treatment of different kernels and GPU models, while the kernels it produces

compete against more flexible hand-tuned kernels that can apply ad-hoc optimizations for a given kernel on

a concrete GPU. That is a very strong baseline for common operations like GEMM and FlashAttention. This

gap is documented: Bolt measured Ansor reaching only 20 percent of cuBLAS throughput on FP16 GEMM

on a Tesla T4, and attributes the shortfall to auto-tuners' inefficient use of the tensor cores. Each system

attacks it differently. Bolt closes the gap by templating its search on CUTLASS, Hidet replaces declarative

schedule primitives with a task-mapping programming model, and Mirage superoptimizes across the kernel,

block, and thread levels.

To overcome this challenge we extended the schedule move set to cover a large number of known

human-engineered optimizations. Since the space of possible schedules covers the space of hand-tuned

kernels, the compiler is able to find kernels that are on par with or better than handwritten ones. A few

examples of the moves available:

● Transport: a per-thread cp.async producer loop (Ampere-era), a cp.async.bulk.tensor TMA copy
(Hopper and Blackwell), or a plain vectorized ld.global.

● Pipelining: single-buffer, double-buffer, or an N-stage ring pipeline, where each slab's fill is scheduled
relative to the compute that last reads it. Pipeline stages can be stored in gmem, smem, or registers.

● Reduction: a combination of warp-shuffle, smem tree, cross-CTA atomics, or a separate kernel to finalize
partials.

● Schedule: warp-specialized, with dedicated producer and consumer warps driving the async copy
engines, or a uniform SIMT schedule where every warp does the same work.

● CTA order: the rasterization of the CTA grid over the output tile, whether row-major, column-major, or a
swizzled order that keeps the working set resident in L2 for longer.

● Register tiling: the per-thread or per-warp reg_m x reg_n and the K-inner unrolling.
● Bank conflicts: shared-memory padding or swizzle, and hardware swizzle via TMA.
● Tensor core operation support.

TMA transport for matmul and flash kernels (Blackwell)
We realized that cuBLAS and FlashAttention kernels are still using the same cp.async transport on

consumer Blackwell dies. In fact most cuBLAS GEMM kernels on consumer Blackwell, the FP16 tensorop

path included, are forward-ported Ampere-era cutlass_80_* kernels, even though the hardware has a better

option in the Tensor Memory Accelerator.

TMA wins on the 5090 because the copy engine does the work the threads would otherwise do. The actual

load is a single cp.async.bulk.tensor that one elected thread fires and the hardware runs asynchronously

against an mbarrier. Every other thread in the block issues no address arithmetic at all, in contrast to the
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cp.async path where all 256 threads cooperatively compute per-element global addresses, and the TMA's

swizzle drops shared-memory bank conflicts for free.

Kernel Shape M x N x K cuBLAS (cp.async) Emmy (TMA) Speedup

q_proj 512 x 4096 x 3840 97.6 84.2 1.16x

kv_proj 512 x 2048 x 3840 48.8 45.3 1.08x

o_proj 512 x 3840 x 4096 103.3 82.0 1.26x

gate_up (fused gate+up) 512 x 30720 x 3840 573.3 561.7 1.02x

down_proj 512 x 3840 x 15360 286.3 286.2 1.00x

The down_proj (60.4 GFLOP in 286.2 microseconds, or 211 TFLOPS) and the fused gate_up (120.8

GFLOP in 561.7 microseconds, or 215 TFLOPS) are already running at the roughly 209 TFLOPS FP16 with

FP32-accumulate peak. There is no bubble left for a cheaper transport to fill. On the other hand, o_proj and

q_proj sit at 94 and 91 percent of that roof, and taking the per-thread address arithmetic and st.shared

traffic off the critical path recovers most of the remainder.

Hybrid FP16/FP32 accumulation
The default matmul path on the production stack uses FP16 tensor cores with FP32 accumulation. On

consumer dies, both Ada and Blackwell, the FP16-input with FP32-accumulate HMMA runs at exactly half

the rate of FP16-input with FP16-accumulate. NVIDIA's spec tables list 330.3 against 165.2 peak tensor

TFLOPS on the RTX 4090, and 419 against 209.5 on the RTX 5090. Setting EMMY_FAST_MATH=1 switches the

compiler to the fast atom, mma_m16n8k16_f16_f16, which runs the mma chain at the doubled FP16 rate but

keeps accuracy in check by promoting the FP16 partials into FP32 registers, so global accumulation

happens accurately in FP32. You get FP16 tensor-core speed with FP32 accumulation instead of paying the

FP32-accumulate tax on every single mma.

This is a known trick in the literature. DeepSeek's DeepGEMM uses the same periodic-promotion scheme to

rescue the FP8 tensor cores' limited-precision accumulation on Hopper, building on CUTLASS's generic

fp8_accumulation.hpp. Ootomo and Yokota, extending Markidis et al., recover full FP32 accuracy from

FP16 tensor cores by splitting inputs into hi and lo FP16 pairs and moving the accumulator update onto the

FP32 CUDA cores. Blanchard et al. give the rounding-error analysis of blocked mixed-precision FMA that

this scheme is an instance of. What production stacks ship, though, is the unprotected form: PyTorch's

allow_fp16_accumulation, added in 2.7, does all FP16 GEMM accumulation in FP16 at the cost of

numerical precision. Getting the rate and the accuracy needs a kernel that promotes mid-loop, demonstrated

by hand for a single 4090 shape but not exposed by any mainstream library across the hundreds of matmul

variants an LLM needs. Emmy generates all of them automatically.

Here is how this looks in PTX:

// (1) Standard: FP16 inputs, FP32 accumulate, the accurate default: 4 f32 accumulator regs

asm("mma.sync.aligned.m16n8k16.row.col.f32.f16.f16.f32 {%0,%1,%2,%3}, ... ;");

 

// (2) FAST_MATH: FP16 inputs, FP16 accumulate, ~2x the mma-chain rate:

//     C/D are 2 packed f16x2 regs.

asm("mma.sync.aligned.m16n8k16.row.col.f16.f16.f16.f16 {%0,%1}, ... ;");

 

// (3) The safety net: every 64 K-elements, fold the f16x2 partials (h)

//     into the f32 shadow (c), then rezero.

__device__ void emmy_mma_promote_f16acc(float* c, unsigned* h) {

    for (int i = 0; i < 2; ++i) {

        float lo, hi;

        asm("{.reg .b16 lo, hi; mov.b32 {lo,hi}, %2;"   // unpack the two f16 lanes
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            "cvt.f32.f16 %0, lo; cvt.f32.f16 %1, hi;}"

            : "=f"(lo), "=f"(hi) : "r"(h[i]));

        c[2*i] += lo; c[2*i+1] += hi;                   // add into the f32 shadow

        h[i] = 0u;                                      // reset the f16 accumulator

    }

}

Three generated pure-PTX helpers are used in the kernel. emmy_ldmatrix_x4 loads an A fragment out of

shared memory, emmy_ldmatrix_x4_trans_pair loads two canonical-B fragments in a single ldmatrix, and

emmy_mma_m16n8k16_f16_f16 is the full-rate FP16-accumulate atom whose partials the promotion helper

above periodically folds into the FP32 accumulators. The generated mlp_down kernel, K=15360, trimmed to

the K-loop:

for (int ks = 0; ks < 7680; ks += 64) {  // K-slab loop (64-stride = promote cadence)

    // TMA: one thread fires the hardware bulk copy...

    if (elected_thread) {

        mbarrier_arrive_expect_tx(&mbar[next], 49152);

        // ...of the next A slab, and the next B slab (every other thread idles)

        cp_async_bulk_tensor_2d(&a_smem[next], desc_a, ...);

        cp_async_bulk_tensor_3d(&b_smem[next], desc_b, ...);

    }

    mbarrier_wait_parity(&mbar[cur], phase);  // wait on this slab's descriptor copy

 

    // 4 atom-K steps inside the slab

    for (int ki = 0; ki < 64; ki += 16) {

        emmy_ldmatrix_x4(a, &a_smem[swizzle(...)]);  // A/B fragments out of shared memory

        emmy_ldmatrix_x4_trans_pair(b, &b_smem[swizzle(...)]);

        // FP16-accumulate HMMA into the f16 partials `ch`

        emmy_mma_m16n8k16_f16_f16(ch, a, b, ch);

    }

    emmy_mma_promote_f16acc(c, ch);  // fold f16 partials -> f32 shadow `c`, then rezero

}

// `c` holds the FP32 result; a g2k split-K finalize sums the two partials in FP32.

The measured payoff

Absolute kernel latency across the five Gemma 4 projections. Note the log scale; the gate_up and down_proj kernels are an order of
magnitude larger than the rest.

Kernel Shape M x N x K
cuBLAS
HGEMM

Emmy FP32 Emmy hybrid vs cuBLAS

q_proj 512 x 4096 x 3840 97.6 84.2 61.5 1.59x

kv_proj 512 x 2048 x 3840 48.8 45.3 36.4 1.34x
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Kernel Shape M x N x K
cuBLAS
HGEMM

Emmy FP32 Emmy hybrid vs cuBLAS

o_proj 512 x 3840 x 4096 103.3 82.0 64.1 1.61x

gate_up (fused) 512 x 30720 x 3840 573.3 561.7 362.4 1.58x

down_proj 512 x 3840 x 15360 286.3 286.2 214.2 1.34x

Emmy matches or beats cuBLAS on every shape even on the accurate FP32-accumulate path. FAST_MATH adds a further 1.24 to
1.55 times on top.

Two things stand out. Even in the accurate FP32-accumulate mode, Emmy matches or beats cuBLAS on

every shape, between 1.00 and 1.26 times. The compiler is competitive with NVIDIA's hand-tuned library on

the honest path. FAST_MATH then adds 1.24 to 1.55 times on top of Emmy's own FP32 lane, or 1.34 to 1.61

times measured against cuBLAS, purely by trading the FP32-accumulate rate for FP16-accumulate plus

periodic promotion. That figure is below the 2x mma-chain ratio because the epilogue and memory traffic do

not speed up, but it is a large, free win on the compute-bound projections.

The accuracy question

We measured the error of C = A@B with FP16 inputs drawn from N(0,1), comparing each accumulation

strategy against an FP64 reference over the identical FP16-rounded operands, so this isolates accumulation

error rather than input rounding. Each strategy is modeled at the hardware's rounding cadence: one

m16n8k16 HMMA computes a 16-element dot internally in full precision and rounds once into the

accumulator, so the running sum rounds once per atom, not per element. The number is relative L2 error

swept over accumulation depth K.

Pure FP16 accumulation error grows with K. Hybrid accumulation is flat at roughly 3.3e-4, inside FP16's own representational noise.
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K (accumulation depth) FP32-accum FP16-accum Emmy hybrid

256 9.2e-8 6.0e-4 3.3e-4

3840 (qkv and gate K) 2.8e-7 2.3e-3 3.3e-4

4096 (o_proj K) 3.0e-7 2.4e-3 3.3e-4

15360 (down_proj K) 5.6e-7 4.5e-3 3.3e-4

32768 8.1e-7 6.6e-3 3.3e-4

FP32 accumulation is essentially exact, at 9.2e-8 at K=256 and drifting only to 8.1e-7 at K=32768, three

orders of magnitude below the pure-FP16 path at every depth. Pure FP16, the naive fast path, starts an

order of magnitude worse and grows with K: by down_proj's K=15360 it is at 4.5e-3 relative L2, with

worst-element error hitting about 3.7 percent, because every one of 15,360 running-sum roundings piles up.

Hybrid accumulation breaks that growth. Because the FP16 error can never accumulate past one

64-element chunk before being folded into FP32, it sits at a flat 3.3e-4 regardless of K.

FlashAttention optimization
The previous article, Learning FlashAttention the Hard Way, took a standard attention shape (8 heads, seq

4096, head_dim 64) and walked the compiler's generic moveset all the way to FlashAttention-2 parity, 206

microseconds against FA-2's 206, with the autotuner's winning geometry landing on Dao's hand-picked

constant set. FA-3 and FA-4 need Hopper or datacenter Blackwell silicon and cannot run on consumer dies.

Gemma 4's attention is a bigger shape (head_dim 256, 16 query heads, causal), but the compiler arrives at

FA-2's exact kernel a second time, then pulls ahead by employing the hybrid accumulation trick on the P.V

matmul.

Profiling the SDPA call at this shape shows a flash_fwd_splitkv_kernel<256, 64, 64, 4> followed by a

flash_fwd_splitkv_combine_kernel: a 64-row query block, 64-key block, 4-warp FA-2 kernel,

single-buffered, running the split-KV flash-decoding variant. The split is an occupancy patch. This shape

launches only 128 CTAs against the 5090's 170 SMs, so FA-2 cuts each query block's K/V range across the

idle SMs and merges the partial softmax results in the combine kernel.

FA-2 holds one K slab and one V slab in shared memory, with no double buffer and no ring. Q, K and V at

head_dim 256 already sum to 96 KB, filling the 5090's roughly 100 KB per-CTA budget, so a second live

slab of either will not fit. It gets its copy and compute overlap not from a second buffer but from when it refills

the one it has, staggered to each operand's kill point.

// one mainloop iteration over a key block: a single sK slab and a single sV slab

copy(gV -> sV);         // this block's V streams in, overlapping the Q.K^T below

gemm(acc_s, Q, K);      // Q.K^T reads sK, K is now dead

cp_async_wait();        //   V has landed

copy(gK_next -> sK);    // NEXT block's K prefetched here, under the softmax + P.V

softmax_rescale_o(...);

gemm_rs(acc_o, P, V);   // P.V reads sV, V is now dead

Next K streams in underneath the softmax and P.V, which no longer touch K, and next V underneath the

following step's Q.K. Emmy arrives at the identical schedule. FA-2 runs both of its matmuls in FP32. Under

FAST_MATH, Emmy runs the P.V matmul on the FP16-accumulate atom, at twice the tensor-core rate on

consumer dies with periodic FP32 promotion, while keeping Q.K transpose and the softmax statistics in

FP32.

The scoreboard, causal seq 512 x 16 heads x head_dim 256, in microseconds:
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Card torch SDPA (FA-2) Emmy FP32 Emmy hybrid Best vs SDPA

RTX 5090 30.7 31.7 29.7 1.03x

RTX 4090 41.0 37.1 33.8 1.21x

vLLM integration
We ship Emmy as a plugin for vLLM. Emmy compiles the model's layers into its own kernels, while vLLM still

does the scheduling, batching, memory management, and API. Attention stays with vLLM because of its

paged-attention implementation and the lack of a plugin interface for the split-KV variant. Everything around

it runs on Emmy's kernels: the projections, the normalizations, and the feed-forward blocks that hold most of

the weights. A convenience emmy serve command invokes vLLM and passes the necessary plugin flags;

anything it does not recognize is passed through to vllm serve.

# an OpenAI-compatible server on Emmy's kernels

emmy serve google/gemma-4-12B --generate

 

# the same server on stock vLLM kernels, the baseline in this article's benchmarks

emmy serve google/gemma-4-12B --generate --stock

 

# start, benchmark, print results, shut down, in one shot

emmy serve google/gemma-4-12B --generate --bench

Benchmark setup

Parameter Value

Model google/gemma-4-12B-it (instruction-tuned, text-only)

Quantization None (FP16)

KV cache FP16

Context length 16384

Input sizes 256 in / 256 out, 4096 in / 4096 out, 8192 in / 256 out

Concurrency 1, 4, 8, and 64 for small input

Benchmarking tool vllm bench serve (greedy decoding, ignore EOS, unique seeded prompts, no prefix caching)

Card GeForce RTX 5090 32GB and GeForce RTX 4090 24GB

OS / driver / CUDA Ubuntu 24.04.2 LTS, driver 580.159.03, CUDA 13.0, PyTorch 2.13.0+cu130

End-to-end numbers are RTX 5090 only. Gemma 4 12B in FP16 weights, roughly 24 GB, does not fit the

RTX 4090's 24 GB alongside a KV cache, but we report per-kernel numbers for both cards.

Engine Version Configuration

vLLM (baseline) 0.23.0
stock kernels, CUDA graphs on, chunked prefill, --gpu-memory-utilization
0.96

vLLM + Emmy 0.23.0 + Emmy main
Emmy-generated kernels via plugin, per-token pass captured and replayed
as a CUDA graph

vLLM + Emmy
FAST_MATH

same EMMY_FAST_MATH=1, the hybrid FP16/FP32-accumulation lane

llama.cpp build 0a50d99 llama-server, F16 GGUF own conversion, -ngl 99, flash attention on
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vLLM, SGLang, and cuBLAS for dense models largely ship the same cuBLAS kernels, so the difference

between them is primarily scheduling, batching, and memory management. That axis is orthogonal to the

kernel optimizations in this article, so comparing Emmy to vLLM alone is enough to illustrate the kernel wins.

The llama.cpp lane is included as a sanity check to confirm the vLLM baseline is not underperforming. We

chose vLLM for integration primarily because it is written in Python and has a plugin system, which allowed

us to integrate Emmy without forking or patching the codebase.

Each workload point answers a different question about who the optimization is for, and together they cover

the three regimes the serving literature and the local-LLM community actually benchmark: single-stream

latency, batch throughput scaling, and long-input prefill.

Tokens in Tokens out Concurrency Regime What it measures

4096 4096 1
Single-user interactive, long
context

Decode speed one user feels and TTFT of a
long-context reply

4096 4096 4 and 8 Batch scaling
How throughput grows as the batch amortizes
weight streaming

8192 256 4 RAG / long input
TTFT-dominated: big retrieved context, short
answer

256 256 64 API / agent short-turn Aggregate throughput on many small requests

End-to-end results on RTX 5090
Despite per-kernel speedups of up to 1.6 times, the wins do not translate completely to end-to-end serving,

and the residual is plugin-boundary cost. The plugin runs inside vLLM's layer loop, so every one of the 48

decoder layers is cut at the attention seam: Emmy computes q, k, and v, hands them to vLLM's attention,

and resumes with the output projection. Emmy's norm, stat, and scale glue runs as separate kernels where

torch.compile fuses them, giving roughly 1,100 launches per decode step against stock's 650, worth 0.3 to

1.0 ms per token. On a step that mixes a prefill chunk with decode tokens, the plugin runs its chunk program

and its decode program as two passes over disjoint rows where stock composes one fused varlen batch.

Removing the seam and the glue means owning attention and batch composition too, which is a fork of the

serving stack rather than a plugin.

Median time to first token. FAST_MATH beats stock vLLM at every long-context point, and llama.cpp trails both by a wide margin.

Median latencies, TTFT and TPOT in milliseconds:
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Tokens in Out Conc. vLLM (stock) vLLM + Emmy + FAST_MATH llama.cpp

256 256 64 1513 / 27.7 2277 / 29.3 1841 / 28.1 OOM

4096 4096 1 565 / 17.3 625 / 18.2 471 / 18.2 1144 / 17.4

4096 4096 4 1086 / 18.2 1271 / 19.3 1070 / 19.2 2570 / 21.1

4096 4096 8 1099 / 20.6 1224 / 21.2 1007 / 21.0 2653 / 26.1

8192 256 4 2027 / 27.3 2666 / 29.4 2176 / 26.6 3655 / 35.2

Output token throughput, in tokens per second:

Tokens in Out Conc. vLLM (stock) vLLM + Emmy + FAST_MATH llama.cpp

256 256 64 1435.9 1139.0 1218.6 OOM

4096 4096 1 57.2 54.4 54.5 56.4

4096 4096 4 216.6 203.9 205.2 153.1

4096 4096 8 383.8 371.9 375.9 294.0

8192 256 4 112.7 99.9 112.5 80.2

llama.cpp's 64-slot configuration runs out of memory. It allocates the full ~15 GB KV cache up front for 64 slots of

640 tokens each. Unlike vLLM's paged allocator it does not exploit Gemma's sliding-window layers here, and that

does not fit alongside 23 GB of FP16 weights. The c=64 TTFT is measured as a single 64-request wave, so the

median measures prefill under saturation; the TPOT half of that row comes from the steady-state run.

Correctness check: 200 GSM8K questions, few-shot prompts, same seed, lm-eval 0.4.12, strict exact-match.

Lane GSM8K exact-match

vLLM (stock) 0.685 +/- 0.033

vLLM + Emmy 0.670 +/- 0.033

vLLM + Emmy FAST_MATH 0.695 +/- 0.033

llama.cpp 0.665 +/- 0.033

All four configurations land within one standard error of each other. FAST_MATH's hybrid accumulation does

not degrade task quality, matching the kernel-level error analysis: its roughly 3.3e-4 relative error sits inside

FP16's own representational noise.

Speculative decoding smoke test
Gemma 4 ships an official speculative-decoding companion model, a 4-layer drafter that shares the target's

embedding and KV cache and proposes several tokens per step, which the target then verifies in one pass.

vLLM supports it out of the box. We verified that Emmy running Gemma 4 with MTP does not exhibit

surprising performance or quality degradation. The assistant model is executed with stock vLLM, so Emmy

optimizations do not cover it.

Tokens in / out / conc. vLLM (stock) stock + MTP Emmy + MTP

256 / 256 / 64 1434.7 1423.5 882.8

4096 / 4096 / 1 57.3 109.3 107.2
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Tokens in / out / conc. vLLM (stock) stock + MTP Emmy + MTP

4096 / 4096 / 4 216.6 355.8 352.1

4096 / 4096 / 8 384.1 609.9 446.2

8192 / 256 / 4 112.9 114.8 102.5

Throughput in tokens per second at 2 speculated tokens. At 3 speculated tokens the 4096/4096/1 point

reaches 145.9 for stock plus MTP and 135.8 for Emmy plus MTP; at 5 speculated tokens, 197.2 and 187.4.

The GSM8K evaluation rerun with the MTP drafter enabled gives 0.685 for stock plus MTP and 0.690 for

Emmy plus MTP, both within one standard error.

This section is a smoke test showing that MTP works and that Emmy's performance gains are similar. The

absolute performance numbers are not directly comparable. Speculative decoding performance depends on the

problem and the domain-specific prompt: one prompt may lead to output with a lot of redundancy the assistant

model can frequently predict, while another may be out of the assistant's reach.

Per-kernel results across the full catalog
The summary below covers the full tuning-record catalog: every Gemma 4 12B kernel shape deployed at

every serving width, including decode buckets 1, 8, 32, and 64, prefill chunks 256, 2048, and 4096, and

symbolic variants. Kernels are measured against PyTorch eager and torch.compile, which delegates

matmuls to cuBLAS, attention to FA-2, and uses Inductor for other kernels. The 277 cases were measured

live at -O3 on 2026-08-01 in both precision lanes, at the same revision as the serving numbers above.

Geometric-mean performance across the whole deployed kernel catalog on each card.

RTX 5090 (277 shapes)

Bucket torch.compile Emmy (standard) Emmy FAST_MATH

Cases at or above eager (ratio >= 1) 261 / 277 155 / 277 226 / 276

Geomean ratio vs eager 1.07x 1.15x 1.30x

Best ratio vs eager not measured 6.0x 6.0x

90th-percentile ratio vs eager not measured 2.0x 2.0x

Worst ratio vs eager not measured 0.46x (mlp_geglu.m4096) 0.46x (mlp_geglu.m4096)
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RTX 4090 (139 shapes)

Gemma 4 12B in FP16, roughly 24 GB of weights, does not fit in the RTX 4090's 24 GB alongside a KV

cache, so we only report per-kernel benchmarks for the 4090. The RTX 4090 (Ada, sm_89) also predates

TMA, so the transport optimization from the Blackwell section does not apply here; all kernels use the

cp.async transport. The 139 cases were measured on 2026-07-27 and cover all the 4090's recorded golden

shapes. The 4090's tuning-record mirror of the later golden rounds is still pending, so these numbers are a

floor, not the card's final word.

Bucket torch.compile Emmy (standard) Emmy FAST_MATH

Cases at or above eager (ratio >= 1) 130 / 139 55 / 139 100 / 139

Geomean ratio vs eager 1.04x 0.89x 1.06x

Best ratio vs eager not measured 3.0x 3.0x

90th-percentile ratio vs eager not measured 1.25x 1.44x

Worst ratio vs eager not measured 0.18x (mlp_down.lin.dynM) 0.18x (mlp_down.lin.dynM)

Reproducing these results
Every benchmark in this article lives as a self-contained experiment in the Emmy repo under

experiments/gemma-4-12B/, runnable with one command on a pre-allocated card or on a cloud VM. To run

on a remote machine use --ssh user@address instead of --local. The experiments download the model,

build the kernels, and run the benchmarks.

# the three vLLM lanes (stock / emmy / emmy-fastmath) on the five workload points

emmy bench experiments/gemma-4-12B/serving_rtx5090 --local

 

# the llama.cpp lane (source build + F16 GGUF conversion, same client and flags)

emmy bench experiments/gemma-4-12B/serving_llamacpp_rtx5090 --local

 

# per-kernel golden-set benchmarks, both precision lanes

emmy bench experiments/gemma-4-12B/kernels_rtx5090 --local

EMMY_FAST_MATH=1 emmy bench experiments/gemma-4-12B/kernels_rtx5090 --local

 

# the accumulation-error sweep behind the numerics table above

emmy bench experiments/gemma-4-12B/accum_error --local

For a fast, tokenless Emmy boot there is also a prebuilt serving image with the compiled kernels, the model

snapshot, and the execution plans baked in.

docker run --gpus all --ipc=host -p 8000:8000 cloudriftai/vllm-emmy-gemma4

Conclusion and future work
The optimizations described above achieved a 2 to 16 percent TTFT improvement on Gemma 4 12B on the

RTX 5090, through a combination of compiler optimizations, hybrid accumulation strategies, and TMA

transport. All kernels used for serving were generated fully automatically by Emmy, demonstrating that

compiler-generated kernels can match or exceed hand-tuned libraries in performance.

The biggest limitations are the lack of quantization and sparsity support in the compiler, and the small

number of benchmarks across models and GPUs. Since the compiler search is machine-learning-based,

extending the GPU fleet and ensuring we can generate optimal kernels for a wide range of models requires

collecting a significant amount of performance data on each new GPU. This is an active area of research.

Additionally, integration with vLLM via a plugin costs 0.3 to 1 ms per token, or 1 to 5 percent of decode

performance. Better integration with vLLM or another serving stack could further improve end-to-end
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performance.

About RiftStack

RiftStack is an applied inference optimization lab operated by CloudRift, Inc., publishing work on inference, virtualization,

and compilers. Emmy, the open-source ML compiler described here, is at github.com/cloudrift-ai/emmy. If you are

working on inference cost or latency, reach the team at hello@riftstack.ai.

Article: riftstack.ai/research/optimizing-gemma-4-12b-rtx  ·  Compiler: github.com/cloudrift-ai/emmy  ·  Compute:

cloudrift.ai

The published article carries a full reference list covering tensor compilers, LLM-generated kernels, FlashAttention,

mixed-precision numerics, and serving methodology. It has been omitted here for length and is available at the article

URL above.


