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NVIDIA HGX B200 
1-Click Clusters

Fast Access

Flexible Cluster Sizes

Short And Long-term Contracts

Production Grade

Multi-node NVIDIA Blackwell. 

Self-service reservations directly from the Lambda 
Cloud dashboard. 

Clusters with 16-2040 NVIDIA HGX B200 GPUs 
interconnected via NVIDIA Quantum-2 InfiniBand networking 
with SHARP support.

Minimum 1-year contracts with limited-duration POC 
environments are also available, on request.

Additional performance improvements with MLE 
workload optimizations. Supports large models

High level overview /

Technical specifications /

16 - 2040   

NVIDIA B200 GPUs + Quantum-2 400Gb/s InfiniBand

CLUSTER SIZES 

GPU: Nvidia HGX B200 SXM6

Number of GPUs: 8

VRAM: 180GB

vCPU cores: 208

RAM: 2900

Root NVME volume size: 22TiB

WORKER NODE SPECS

3 head nodes per cluster

Per each head note, 

vCPUs = 8

RAM = 32 GiB

Root volume size = 128GiB local high-speed storage (usable capacity)

HEAD NODE SPECS

https://lambda.ai/
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Technical specifications /

SOC2 Type II certified

NVIDIA Quantum-2 400 Gb/s InfiniBand nonblocking rail-optimized  
compute fabric
8x NVIDIA ConnectX-7 400 Gb/s NICs (1x per GPU)
3200 Gb/s node-to-node compute bandwidth between worker nodes

In-band Ethernet network providing up to 100 Gb/s
Two shared redundant 100Gb/s DIA (ISP) connections
3 static public IP addresses per cluster, attached to head nodes with static NAT

Ubuntu 24.04 LTS on all nodes Lambda stack preinstalled, ready to go with 
GPU drivers, CUDA libraries, and common ML frameworks
[optional] Managed Kubernetes 
[optional] Managed Slurm
[optional] SHARP on 1CC enables faster NCCL all-reduce busBW 

Security

Networking

Software

Local NVME storage included with each node

Pay-as-you-go Lambda Cloud shared filesystem storage

Responsive, attentive support to make sure you make the most out of your 
compute time

* References to these platforms are for informational purposes only and  
do not imply any association.

Storage

Support

Use cases /

IF YOU NEED TO IF YOU NEED TO

INDUSTRIES

Fine-tune open-source large models* like:

	+ Train a large model fast
	+ Run training and inference on the same cluster

Train:
	+ Large language models
	+ Large action models
	+ Foundation/Frontier/World Models
	+ Transformer models
	+ Diffusion models
	+ Mamba models
	+ Multi-modal

	+ Fortune 500 AI Labs
	+ Enterprise AI Research Teams
	+ Generative AI Startups
	+ Drug Discovery & Life Sciences
	+ AI Audio Startups
	+ Commercial AI Research Labs
	+ Finance, Quant & Trading Firms
	+ Frontier AI Labs
	+ Foundational Model Developers

	+ GPT-5
	+ Gemini
	+ Llama
	+ Mistral
	+ Falcon
	+ Grok
	+ Aya

	+ BERT
	+ MPT
	+ OLMo
	+ LLM360
	+ Open-Sora
	+ Stable Diffusion
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