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Cache Coherency 101: Why It Matters in Multi-Core SoCs
A Technical Guide for SoC Architects

SignaturelP Engineering Team
Center of Excellence for Compute and 1/O Subsystem IP

Abstract, Cache coherency is the architectural property that lets every initiator in a multi-agent SoC see a single, consistent view
of memory while still benefiting from private caches. As compute, networking, automotive, and AI SoCs have grown to a dozen
or more coherent agents, the coherency fabric has moved from background plumbing to a first-order determinant of system
bandwidth, latency, and silicon area. This paper walks through the coherency problem, the protocol progression from MESI to
AMBA CHI Rev E.b, and the measured cost of coherency traffic in production silicon. It then turns to the design implications for
heterogeneous SoCs, chiplet topologies, and ISO 26262 safety-critical systems. Throughout, it describes how SignaturelP's
interconnect portfolio addresses each problem mechanically: C-NOC as the CHI coherent fabric, NC-NOC as the AXI4 non-
coherent fabric, Proxy Cache as the bridge between the two domains, Inoculator as the cloud-based topology generation tool, and
Ethernet IP as a representative non-coherent master integrated through the architecture end to end.

Index Terms, Cache coherency, AMBA CHI, network-on-chip, directory-based snoop filter, DMT, DCT, DWT, heterogeneous
SoC, chiplet, UClIe, ISO 26262, functional safety.

I. INTRODUCTION: THE MULTI-CORE MEMORY

PROBLEM
A. Why Caches Exist X =5 ocally
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A modern CPU core can issue an instruction in well under sl seex=az
ananosecond. A DRAM access, even with the most aggressive
memory controller, takes tens of nanoseconds. The gap
between these two numbers is the reason every production- Interconnect / Coherency Fabric
grade SoC has caches. A cache is the architecture's bet that the
next memory reference is likely to be near the last one, in time .
. . Shared M 1 X = 42
or in address space, and that holding a local copy of recently

used data avoids the round trip to memory. The bet pays off

most of the time, which is why caches are universal. Fig. 1. The coherency problem in a multi-core system. Without a

The same caches that close the latency gap create a second protocol, Core 2's local write to X is invisible to the other cores.
problem. If a single agent holds a private copy of a memory
location, the agent's view of that location can drift from the
contents of memory and from the views held by other agents.
As long as the data is private, the drift does not matter. The
moment another agent needs to see the same location, the
system has to enforce a rule: every agent observes the same
value at the same logical point in time, or close enough that
software does not have to care.

This is hard at SoC scale for three reasons. Agent counts are
high, so the number of state transitions per unit time is high.
Producer-consumer patterns are common, so the same lines
move repeatedly between caches. And the latency budget is
tight: a coherency miss that costs a few hundred cycles is a stall
in the application code, not an abstract performance number.
The interconnect is where these costs are paid.

B. The Coherency Problem Defined SignaturelP Solution, NC-NOC. Most of an SoC's I/O and
accelerator traffic does not need full coherency, and forcing it

Cache coherency is that rule made enforceable. A coherent through a coherent fabric wastes bandwidth and adds latency.

system guarantees that all initiators see writes to a shared NC-NOC is a high-performance AXI4 non-coherent fabric that
location in a consistent order, and that no stale copy survives carries this traffic on its own network, leaving the coherent path
past the point where the architecture says it should be gone. free for traffic that actually requires it. NC-NOC is the primary
The mechanism that delivers the guarantee is a coherency I/O transport in SignatureIlP SoC reference designs and is
protocol layered onto the interconnect: each cache line carries configured to interoperate with C-NOC through a bridging
a state, and state transitions are driven by transactions on the cache (Proxy Cache), as shown in Fig. 2.

fabric. Fig. 1 illustrates the problem in its simplest form.
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Fig. 2. NC-NOC and C-NOC connected through a Proxy Cache

bridging block. The coherent and non-coherent domains run as

separate fabrics; the Proxy Cache participates in CHI on the C-
NOC side and presents AX14 on the NC-NOC side.

II. COHERENCY PROTOCOLS: FROM MESI TO CHI

A. Snooping versus Directory-Based Approaches

A coherency protocol has to answer one question on every
shared-line transaction: which other caches hold a copy of this
line, and what state are they in? Broadcast snooping answers
the question by sending every request to every cache and
letting each one report its state. It is simple, and it works well
at small agent counts. It does not scale beyond roughly eight
coherent agents: the snoop traffic grows as the square of the
agent count, and the response bandwidth required at each
cache grows linearly.

Directory-based filtering answers the same question by
keeping a sharer list at a home node for each line. The home
node knows which agents currently hold the line and which do
not, and it only sends snoops where they are needed. Directory
storage scales at approximately the square root of the agent
count, which keeps the cost tractable even at hundreds of cores.
Every production-grade SoC-scale coherent fabric in current
use is directory-based.

B. MESI, MOESI, MESIF

MESI defines the minimum state set: Modified, Exclusive,
Shared, Invalid. A line is Modified if a single cache has written
it and holds the only valid copy. Exclusive if a single cache
holds it and has not written it. Shared if multiple caches hold
it read-only. Invalid if the cache does not hold a valid copy.
MOESI adds an Owned state, allowing a dirty line to be shared
without writing back to memory first, which reduces memory
bandwidth on producer-consumer flows. MESIF, used inside
Intel CPU clusters, adds a Forward state that designates a
single sharer as the responder for read requests, eliminating
duplicate snoop responses on the same line.

C. AMBA CHI: The SoC-Grade Protocol

AMBA CHI (Coherent Hub Interface) is the first AMBA
protocol designed top-down for SoC-scale coherency. Its
predecessors, ACE and ACE-Lite, added coherency semantics
on top of AXI but kept the AXI channel structure. CHI
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separates request, response, snoop, and data onto independent
virtual networks. Each class of traffic gets its own flow control,
and the fabric can schedule each one against its own rules.

CHI Rev E.b (Issue E) is the current production
specification. It defines coherent request nodes (RN-F for fully
coherent, RN-I for I/O coherent), home nodes (HN-F for cache
coherent, HN-I for non-coherent), slave nodes (SN-F for
memory), and a packet format that supports the direct transfer
features described next [1].

D. DMT, DCT, and DWT: Eliminating Redundant Hops

A naive coherent request flows from the requester to the
home node, then to the data source, then back to the home
node, then to the requester. The control path needs the home
node so the directory stays consistent. The data path does not.
CHI separates the two.

Direct Memory Transfer (DMT) applies on a cache and
directory miss: the slave node, typically memory, sends data
directly to the requester instead of going through the home
node first. Direct Cache Transfer (DCT) applies on a directory
hit: the home node tells the snooped cache to send the line
directly to the requester. Direct Write Transfer (DWT) applies
the same principle on the write-back path. Fig. 3 contrasts the
three patterns [2].

(a) Traditional Path (b) DMT (miss path) (c) DCT (hit path)

1.Req 2.Req 1.Req 2. Fwd 1.Req 2.5np
— —

— — — —
3.Data direct 3.Data direct

4.Data 3.Data

— — —

data: SN -> HN -> RN data: SN -> RN (direct) data: snoopee -> RN (direct)

Fig. 3. CHI direct transfers shorten the data path while keeping the
control path through the home node.

SignatureIP Solution, C-NOC. C-NOC is SignatureIP's
coherent NoC fabric and implements AMBA CHI Rev E.b
directly, with DMT, DCT, and DWT enabled across the fabric.
The home node tracks directory state and issues snoops, while
data is delivered along the shortest topological path between
source and requester. This removes the intermediate home-
node hop on the data path, which is the dominant latency cost
on coherent transactions in large fabrics.

III. THE REAL COST OF COHERENCY TRAFFIC

A. Bandwidth Saturation Under Load

Coherency is not free. Recent analysis of multiprocessor
systems reports that memory bandwidth utilization saturates at
approximately 53% of theoretical maximum under heavy
coherency traffic, compared to approximately 82% without it
[5]. That close-to-30-point efficiency gap is paid in snoop
traffic, response traffic, and the serialization points imposed by
the protocol. Fig. 4a shows the comparison directly.
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B. False Sharing and Cache-Line Ping-Pong

False sharing is the quiet version of the same problem.
When two agents write to different bytes within the same 64-
byte cache line, MESI forces the line to ping-pong between
caches even though there is no real data dependency. The
application looks correct because the writes are to logically
independent variables. The silicon does useless work, and
recent measurements in multithreaded workloads show false
sharing introducing hundreds of unnecessary invalidations per
second with no visible cause in source code [6].

C. Latency Penalties Across Domains

Coherency latency is a function of where the state has to
travel. On a dual-socket Intel Sandy Bridge system, inter-core
communication latency ranges from approximately 36.4 ns
when both cores share an L3 segment to approximately 137 ns
when they are in different sockets [5]. That is a 3.8x penalty
driven entirely by topology, as Fig. 4b shows. The same effect
appears inside a single die between clusters connected through
different segments of the interconnect.

(a) Bandwidth utilization (b) Latency across domains
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£ 20
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traffic traffic segment

Fig. 4. Measured cost of coherency traffic. (a) Memory bandwidth
utilization under heavy versus light coherency load. (b) Inter-core
communication latency as a function of topology distance on a dual-
socket server-class system.

SignaturelP Solution, Proxy Cache. Many of the workloads
that drive coherency traffic are I/O streams that touch coherent
memory once or twice and never come back. Routing this
traffic through the coherent fabric pays the full coherency cost
for data that has no long-term reuse. Proxy Cache is a caching
block placed between NC-NOC and C-NOC that participates in
CHI on the C-NOC side, presents AXI4 on the NC-NOC side,
and absorbs the snoop and ordering load that would otherwise
hit the coherent fabric on every I/O transaction.

IV. HETEROGENEOUS SOCS: WHEN CPUS MEET
ACCELERATORS

A. I/0 Coherency versus Full Coherency

Coherency is not a single property; it is a spectrum. Fully
coherent agents (RN-F in CHI terms) hold cacheable copies of
memory, are snooped, and respond to snoops. I/O coherent
agents (RN-I) can read coherent memory and may snoop into
other caches, but they are not themselves snooped, because
they do not retain modified data over long horizons. Non-
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coherent agents bypass the coherent fabric entirely and rely on
software to flush caches at the right boundaries.

The right level for each block depends on how it uses
memory. CPU clusters and tightly coupled accelerators need
full coherency. DMA engines and network controllers benefit
from I/O coherency. Boot code, configuration registers, and
trace buffers are non-coherent and stay that way. Picking the
wrong level wastes bandwidth, area, or correctness, depending
on the direction of the error.

B. AI/ML Workloads and Coherency Pressure

Al inference and training are aggressive memory
consumers, and they push every coherency mechanism harder
than the workloads coherent fabrics were originally designed
for. Tensor data crosses cluster boundaries between CPU pre-
processing, accelerator compute, and DMA staging. Weights
are loaded once and read many times by multiple compute
units. Activations are written by one engine and consumed by
another within microseconds. These access patterns produce
sustained coherent traffic at bandwidth levels that older fabrics
meet by saturating. The argument for a fabric designed around
CHI from the start, rather than retrofitted from AXI, is
strongest in this class of SoC [7].

ADAS and autonomous driving systems sit in the same
category. Sensor fusion, perception, planning, and actuation
pipelines run across CPU clusters, Al accelerators, and high-
bandwidth I/O on the same SoC, with deterministic worst-case
latency budgets measured in microseconds and a safety
classification that does not tolerate silent data corruption.
Cache coherency is not a performance optimization in these
systems; it is the mechanism that lets the perception stack and
the control stack agree on what the vehicle just saw, with
bounded latency, every cycle.

C. The Role of Proxy Caches

Most IP blocks in an SoC do not have a native CHI
interface. Ethernet controllers, storage controllers, DMA
engines, and most accelerator blocks expose AXI4 or AXI4-
Stream. Redesigning each of them to speak CHI is not realistic
and not necessary. A proxy cache lets these blocks reach
coherent memory through a CHI-speaking intermediary that
holds a small working set on their behalf, snoops where
needed, and translates between the two protocols at the
boundary. The non-coherent block sees AXI4. The coherent
fabric sees a CHI-compliant participant. Software sees a
coherent memory view without explicit cache maintenance.

SignaturelP Solution, Proxy Cache + C-NOC. SignatureIP
Proxy Cache is placed between NC-NOC and C-NOC and is
the bridge that lets non-coherent I/O and accelerator blocks
participate in system-wide coherency through C-NOC. On the
C-NOC side, Proxy Cache is a CHI agent with directory state
tracked by the home node. On the NC-NOC side, it presents
AXI4. Non-coherent blocks reach coherent memory without
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redesign, and the coherent fabric is not forced to maintain
ordering around every I/O transaction.

positioned to extend into chiplet topologies without reworking
the coherency protocol.

V. CHIPLET AND MULTI-DIE COHERENCY: THE
NEXT FRONTIER

A. Why Coherency Gets Harder at Die Boundaries

Chiplet-based SoCs are now a production architecture, not
a research direction. Once a coherency protocol has to cross a
die boundary, every snoop, response, and forward pays the cost
of a packaged interconnect rather than an on-die wire (Fig. 5).
Latency is higher, bandwidth per pin is lower, and the bit error
rate is non-zero. The protocol state machines do not change,
but the practical cost of every state transition grows.

Design decisions that were tractable at die scale (directory
placement, snoop filtering, home-node distribution) become
first-order architecture decisions at chiplet scale. An
architecture that performs well monolithically can lose its
margin entirely on the same workload across two dies if these
decisions were not made with the chiplet path in mind.

B. Emerging Standards and Challenges

UClIe (Universal Chiplet Interconnect Express) is the
converged standard for die-to-die transport, and the industry is
consolidating around it. UCle 2.0 was ratified in August 2024
and added management features that improve multi-die bring-
up [3]. Coherent extensions to UCIe and coherent die-to-die
offerings from established NoC vendors entered the market in
2025. The wverification problem is non-trivial: multi-die
coherency has to be exercised across the die boundary with
realistic latency models and link-error injection, and the
verification methodology is still maturing [8].

Chiplet A Chiplet B
CPU GPU
- Al Accel o Al Accel
- ! -
‘ ‘ forward across die l ‘
C-NOC + HN-F (directory) Lged UCIe 2.0 &4 C-NOC + HN-F (directory)

Each coherency message that crossed a wire now crosses a packaged link.

Fig. 5. Cache coherency at the chiplet boundary. Each coherency
message that crossed an on-die wire on a monolithic die now
crosses a packaged link.

SignatureIP Solution, C-NOC roadmap. Chiplet and multi-
die coherency support for C-NOC is on the SignaturelP
roadmap as a future release. The architectural foundation in the
current monolithic C-NOC, including directory placement and
home-node distribution, is being designed against that target.
Customers architecting SoCs today on monolithic C-NOC are
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VI. FUNCTIONAL SAFETY AND COHERENT
INTERCONNECTS

A. Why Safety Matters in the Data Path

Automotive SoCs and a growing portion of industrial and
medical SoCs are designed against ISO 26262 [4]. The
coherent interconnect sits on the safety-critical data path: a
fault that corrupts a coherency message, a snoop response, or
a directory entry can propagate as a wrong-data error into the
application. For ADAS and autonomous driving, the same
fault can propagate into perception or actuation output with
safety consequences, which is why ASIL-B through ASIL-D
require demonstrated protection against random hardware
faults on this path, with documented diagnostic coverage and
validated fault-handling behavior. For any IP that carries a
safety claim, these requirements are not features added at the
end; they are constraints on the architecture from day one.

B. Protecting Data at Rest and Data in Motion

Functional safety has to cover both data at rest and data in
motion. Data at rest lives in on-chip SRAMs (cache lines,
directory entries, buffers, register files) and in off-chip
DRAM. These structures are the primary target of soft errors
and need ECC at the storage boundary. Data in motion lives on
the buses, bridges, and pipeline stages of the interconnect
itself, where a transient flip can corrupt a transaction in transit.
Protecting one without the other leaves a hole in the safety
case. A safety-grade coherent fabric needs both, with the
protection coverage carried end-to-end across every hop from
initiator to target.

C. ECC, Parity, Lockstep, and the SECDED to DECTED
Shift

The protection mechanisms in a safety-grade coherent
fabric are well understood. SECDED ECC on data buses
catches single-bit errors and detects double-bit errors. Parity
on address and control buses catches the more common single-
bit cases on narrower fields. End-to-end protection across
pipeline stages keeps detection coverage continuous from
initiator to target. Lockstep on critical state machines provides
diagnostic coverage where ECC and parity cannot reach.

For applications that demand very high reliability or run in
harsh environments, such as space systems and avionics,
DECTED (double-error-correct, triple-error-detect) is
replacing SECDED as the data-protection scheme of choice.
DECTED tolerates the higher rate of multi-bit upsets caused
by radiation and aging, at the cost of wider check bits and more
complex decode logic. Production-grade coherent NoC IP
intended for these segments needs to support DECTED, not
just SECDED, on the protected paths.

The harder problem above the protection bits is freedom
from interference (FFI): demonstrating that a fault in one
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initiator's traffic cannot propagate into another initiator's
coherent domain. FFI is what makes safety-grade coherency
expensive in verification effort rather than in gates. FMEDA
analysis, fault injection campaigns, and the safety case
documentation are required deliverables, and adding them
after the fact is rarely viable.

D. SignaturelP Roadmap

Functional safety is on the SignaturelP roadmap, not in the
current product release. C-NOC, NC-NOC, and Proxy Cache
today are production-grade for compute, networking, and
storage SoCs, but they do not ship with an ISO 26262
certification package, FMEDA, or formal safety case. ASIL-B
through ASIL-D readiness is targeted as a future release, with
the protection mechanisms described above, including ECC,
parity, lockstep, end-to-end protection, and DECTED for high-
reliability variants, being designed into the architecture against
that target. Customers evaluating Signature[P P for
automotive, industrial, medical, space, or avionics SoCs
should treat functional safety support as a forward-looking
capability, not a current product feature, and engage with
SignaturelP on the certification timeline.

VII. THE SIGNATUREIP INTERCONNECT
ARCHITECTURE

The architecture described in the preceding sections is not
abstract. It is the architecture SignaturelP ships, summarized
in Fig. 6, and each block in the portfolio answers a specific
problem in the coherency stack.

Coherent
CPU Al / GPU Coherent agents (RN.F)
Cluster Accel Accel

C-NOC (AMBA CHI Rev E.b)

Memory
directory snoop filter; DMT, DCT, DWT M (HN-F + SN-F)

I(‘Hf

Proxy Cache
CHI<->AXI4 bridge

cal cache, snoop absorpti

Inoculator
cloud-based topology
I AXI4 generation tool
(design-time)

NC-NOC (AXI4 non-coherent fabric)

[

Ethernet DMA Storage Other /O
I Engine Ctrl & Peripherals

Fig. 6. SignaturelP interconnect architecture. C-NOC carries CHI

coherent traffic; NC-NOC carries AXI4 non-coherent traffic; Proxy

Cache bridges the two domains; Inoculator generates the topology
configuration at design time.

A. C-NOC and NC-NOC: The Coherent and Non-Coherent
Fabric

C-NOC is the coherent NoC. It implements AMBA CHI
Rev E.b end to end, with directory-based snoop filtering at the
home node and DMT, DCT, and DWT on the data path. It is
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the fabric for CPU clusters, GPU compute, and accelerators
that need full coherency. NC-NOC is the non-coherent NoC. It
carries AXI4 traffic at high throughput and is the primary I/O
transport for SignatureIP SoC reference designs. Separating
coherent and non-coherent traffic onto two purpose-built
fabrics is the most direct way to keep each one optimized for
its own traffic class.

B. Proxy Cache: Bridging the Domains

Proxy Cache sits between NC-NOC and C-NOC. On the C-
NOC side, it is a CHI agent with directory state tracked by the
home node. On the NC-NOC side, it presents AXI4. Non-
coherent blocks reach coherent memory through Proxy Cache
without exposing their internal interfaces to CHI. The coherent
fabric is not forced to maintain ordering around every 1/O
transaction, and the non-coherent path is not forced to handle
Snoops.

C. Inoculator: Automating Topology Generation

NC-NOC and C-NOC are configurable along many axes:
agent count, traffic profile, protocol mix, address map, QoS
class. Configuring them by hand is error-prone, and
configuration errors are expensive to find late. Inoculator is a
cloud-based topology generation tool that takes a system
specification and produces a validated NC-NOC and C-NOC
topology. Given the inputs, it produces the configuration that
satisfies them; bring-up time and configuration errors drop
accordingly. Inoculator is a productivity and correctness tool.
It is not a functional safety block and is not part of the ECC,
parity, or lockstep path.

D. Ethernet IP: A Non-Coherent Master in Practice

SignatureIP Ethernet IP is integrated as a non-coherent
master on NC-NOC and is the representative case for the NC-
NOC plus Proxy Cache plus C-NOC pattern. The Ethernet
block runs at packet-rate throughput. It needs to read coherent
memory for transmit data and write coherent memory for
received data. Software cache maintenance at this rate is not
viable. Proxy Cache gives the Ethernet block coherent memory
access without software flush operations, and NC-NOC carries
the Ethernet traffic without contending with coherent traffic on
C-NOC.

E. The Complete Picture

Coherent agents (CPU clusters, coherent accelerators) sit on
C-NOC. Non-coherent agents sit on NC-NOC. Proxy Cache
bridges the two domains and lets non-coherent agents see a
coherent memory view through CHI on the C-NOC side.
Inoculator generates the topology configuration that wires this
together for a target SoC. A leading compute SoC customer is
using this architecture in production, with active engagement
on C-NOC throughput and latency optimization at scale. The
chiplet path is on the C-NOC roadmap as a future release.
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VIII. CONCLUSION

Cache coherency is no longer an implementation detail. At
current agent counts, current bandwidth requirements, and
current latency budgets, the coherency fabric determines how
much of the SoC's theoretical performance the application
actually sees. Snooping does not scale beyond a handful of
agents. Software-managed coherency does not scale at all.
AMBA CHI Rev E.b with directory-based filtering and direct-
transfer features is the production-grade answer for compute,
networking, automotive, and Al SoCs being architected today.
The next step, chiplet coherency, is already in motion, and the
protocol and topology choices made now constrain what is
possible in the chiplet generation.

SignatureIP's interconnect portfolio is built around this
view of the problem. C-NOC carries CHI traffic with the
direct-transfer features turned on. NC-NOC carries AXI4
traffic on its own network. Proxy Cache bridges the two
domains and lets non-coherent IP participate in coherency
without redesign. Inoculator generates the topology
configuration that ties them together. Ethernet IP demonstrates
the architecture end to end against a non-coherent master at
packet-rate throughput. The chiplet path is on the C-NOC
roadmap as a future release.

. REFERENCES

[1] Arm Limited, AMBA CHI Architecture Specification (IH10050),
latest revision. [Online]. Available:
https://developer.arm.com/documentation/ihi0050/latest/

[2] Arm Limited, Data Memory Transfer, Direct Cache Transfer,
PrefetchTgt, and Direct Write Transfer, Arm Developer
Documentation (102407). [Online]. Available:
https://developer.arm.com/documentation/102407/latest/

[3] UCIe Consortium, Universal Chiplet Interconnect Express
(UCle) 2.0 Specification, August 2024. [Online]. Available:
https://www.uciexpress.org/2-0-spec-download

[4] ISO, ISO 26262-1:2018 Road vehicles: Functional safety.
[Online]. Available: https://www.iso.org/standard/68383.html

[5] R. K. Somarouthu, "Demystifying Cache Coherency in Modern
Multiprocessor Systems," FEuropean Journal of Computer
Science and Information Technology, vol. 13, no. 37, 2025.

[6] T.Liu et al., "Leveraging Cache Coherence to Detect and Repair
False Sharing On-the-fly," in Proc. IEEE/ACM MICRO, 2024.

[7] Semiconductor Engineering, "Heterogeneous Cache Coherence
Requires A Common Internal Protocol." [Online]. Available:
https://semiengineering.com/heterogeneous-cache-coherence-
requires-a-common-internal-protocol/

[8] Siemens EDA, "From manageability to 3.0: Unlocking the future
with UCle verification," Verification Horizons, September
2025.

SignaturelP Technical White Paper, Vol. 1, May 2026 www.signatureip.ai

sales@signatureip.ai



