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ONE MEMORY FABRIC 
FOR AI INFRASTRUCTURE 

How UnifabriX connects CPU, GPU, and pooled-memory domains across CXL, 
UALink, and Ethernet/SUE 

TECHNICAL PERSPECTIVE  •  SEPTEMBER 2026 

 

 

A unified memory architecture: CXL for CPU-attached coherent memory, UALink 
for accelerator scale-up, and Ethernet/SUE for pod-to-pod scale-out. 

EDITORIAL NOTE 

UALink is an accelerator scale-up fabric, not a conventional scale-out network. In this architecture, CXL and 
UALink serve complementary scale-up domains, while Ethernet/SUE extends memory services across pods 
and clusters. 
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The future of AI infrastructure will be defined by memory, 

not processing alone 

The next limit in AI infrastructure is not simply the number of GPUs in a rack or the number of CPUs feeding them. 
The harder problem is how memory is attached, addressed, shared, protected, and reallocated as workloads 
change. A system can have impressive compute density and still waste capacity if every node is forced to live 
inside its own local memory boundary. 

Scale-up and scale-out are not competing religions. They solve different parts of the same infrastructure 
problem. Scale-up keeps processors and memory resources close enough to behave like a larger system. Scale-
out connects those systems across pods and clusters. The right architecture uses each fabric where it fits and 
keeps memory management consistent across the full deployment. 

THE UNIFABRIX THESIS 

Use CXL where CPUs need coherent memory expansion. Use UALink where accelerators need an open 
scale-up domain. Use Ethernet/SUE to extend reach across pods. The common layer is not another point 
interconnect, it is software-defined memory control. 

Three fabrics, three roles 

Fabric Primary domain What it contributes UnifabriX role 

CXL CPU and device 
memory scale-up 

Coherent, load/store memory access, 
expansion, pooling, and sharing 

Connect CPU hosts to software-
defined shared DDR capacity 

UALink 
GPU and 
accelerator scale-
up 

Open, high-bandwidth, low-latency memory-
semantic communication inside an 
accelerator pod 

Make fabric-attached memory a 
first-class resource for 
accelerators 

Ethernet / 
SUE 

Pod and cluster 
scale-out 

Broad reach across systems and pods, 
alignment with existing data-center 
networking 

Extend memory services across 
larger topologies and evolving AI 
fabrics 

CXL: coherent memory scale-up for CPU-centric systems 
CXL is the most practical starting point for changing how servers consume memory. It brings memory semantics 
onto PCIe infrastructure and allows attached capacity to become part of a host-addressable memory hierarchy. 
As the CXL roadmap advances through switching, pooling, sharing, and fabric capabilities, the opportunity 
moves beyond simple memory expansion cards toward composable system architecture. 

UnifabriX approaches CXL at the system level. The MPU architecture is positioned to support memory pooling, 
memory sharing, dynamic allocation, telemetry, and workload-aware control across open CXL generations and 
heterogeneous compute environments. The business value is straightforward: memory should be assigned 
according to workload demand, not stranded inside whichever server happened to be purchased with the largest 
DRAM configuration. 
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• Pool capacity across multiple CXL-enabled hosts. 
• Share selected memory regions among authorized hosts when the workload requires cooperation. 
• Change allocations through a software control plane instead of physically rebuilding servers. 
• Scale capacity independently from host count and preserve a standards-based deployment model. 

UALink: open memory semantics for accelerator scale-up 
UALink addresses a different part of the system. It is an open scale-up interconnect for AI accelerators and 
switches inside an accelerator pod. Its value is not that it behaves like a standard network path. Its value is that it 
supports memory-semantic communication between tightly coupled accelerators, including direct load, store, 
and atomic operations. 

But a transport is not the full memory system. Customers still need address mapping, capacity allocation, 
protection, telemetry, health monitoring, and policy control. That is the layer where UnifabriX can add value: by 
combining the MPU, memory switching, and fabric-management software into a control point that makes 
disaggregated memory usable by real workloads rather than merely reachable through a fast link. 

This matters for GPU infrastructure because openness alone is not enough. Accelerator vendors may implement 
UALink endpoints, but infrastructure teams need shared memory capacity that is discoverable, isolated, 
observable, and assignable. UnifabriX is positioned to provide that memory-system layer without forcing the 
customer into a single proprietary accelerator fabric. 

Scale-out: connect memory-enabled pods without collapsing 

into storage semantics 
At pod and cluster scale, the architecture has to cross a wider network boundary. Traditional approaches often 
place RDMA adapters and Ethernet or InfiniBand switches between compute nodes and a server-based memory 
pool. That gives reach, but it can also push the system toward software-heavy data movement and application-
specific integration work. 

The more useful design is layered. CPU servers attach through CXL. Accelerator platforms attach through a 
scale-up fabric such as UALink. A memory-switch layer exposes pooled DDR capacity and applies policy. 
Ethernet/SUE then extends the deployment across pods. No single protocol has to solve every problem, the 
important point is to preserve one operational model for memory across the system. 

Why UnifabriX is uniquely positioned 

1. One product concept spans CPUs, GPUs, and memory 

Many products in this market optimize one link, one card, or one chassis. UnifabriX is building around a broader 
memory fabric concept: MPU silicon, memory-switch data paths, system integration, and management 
software. That gives the architecture a natural place to implement address translation, allocation, isolation, RAS, 
telemetry, and policy across CPU and GPU domains. 
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2. It treats CXL and UALink as complementary 

CXL and UALink are not substitutes. CXL is the right fit for coherent memory expansion and composition around 
hosts and devices. UALink is aimed at open accelerator scale-up. Supporting both gives UnifabriX a credible path 
to serve CPU-centric and GPU-centric infrastructure under one software-defined memory model. 

3. It can preserve openness as systems evolve 

Data centers will not standardize on one processor, one accelerator, or one interconnect forever. A memory 
fabric layer built around open standards gives system builders room to evolve CPUs, GPUs, memory devices, 
switches, and cables at different speeds. That flexibility is central to the UnifabriX positioning. 

4. The value is delivered through control, not capacity alone 

Large memory capacity is not valuable by itself. It becomes valuable when applications can consume it 
predictably, when operators can assign it safely, and when the platform can report what is happening under 
load. UnifabriX combines pooling, sharing, dynamic allocation, tiering, telemetry, and orchestration into a 
control plane for memory infrastructure—not just a larger box of DRAM. 

A practical deployment model 
CPU scale-up zone: CXL-enabled servers connect to the UnifabriX memory switch and access assigned DDR 
capacity using memory semantics. 

Accelerator scale-up zone: GPU or AI accelerator trays connect through UALink, gaining access to a high-
capacity fabric memory tier managed by the same platform. 

Unified memory control: The MPU and fabric-management software allocate, map, protect, monitor, and 
rebalance memory resources across attached compute. 

Pod scale-out: Ethernet/SUE connects multiple memory-enabled pods and integrates them with the existing 
data-center network and orchestration environment. 

What customers should test 
This market should be tested with live workloads, not accepted from diagrams or peak numbers. A serious 
evaluation should measure the CPU-to-memory path, the accelerator-to-memory path, multi-host behavior, 
contention, recovery, and operational integration with the customer’s existing stack. 

• Application performance with local memory, direct CXL expansion, pooled memory, and shared memory. 
• Sustained bandwidth, median latency, tail latency, and isolation across multiple hosts or accelerators. 
• Dynamic allocation and reclamation while workloads are active. 
• Address-space protection, fault isolation, telemetry, and recovery behavior. 
• Operational integration with the target server BIOS, OS, accelerator software, and orchestration stack. 

CALL TO ACTION 

Do not evaluate AI memory architecture from a slide deck. Bring a memory-bound workload, connect it to a 
live UnifabriX system, and measure bandwidth, latency, allocation behavior, pooling, sharing, and fault 
recovery under your own conditions. 
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Conclusion: scale the system, not only the processor count 
The next generation of AI infrastructure will not be solved by adding processors alone. It needs a memory 
architecture that follows compute across host, rack, pod, and cluster boundaries. CXL gives CPUs a standards-
based path to coherent memory expansion and pooling. UALink opens the accelerator scale-up domain. 
Ethernet/SUE extends the architecture across broader pod and data-center topologies. 

UnifabriX sits at the intersection of these domains. Its proposition is not simply external memory, and not simply 
another interconnect. It is an open, software-defined memory fabric built around the MPU, memory switching, 
and unified control. That is the path from today’s CXL memory pooling toward future UALink accelerator fabrics 
and multi-pod AI factories—without locking memory inside one server, one appliance, or one vendor ecosystem. 

Public references 
• UnifabriX website, Memory over Fabrics™ for AI & HPC  Open source 

• UnifabriX product page, MAX and CXL/UALink memory fabrics  Open source 

• UALink Consortium, Accelerating AI with UALink: Open Memory Fabrics for Scalable Compute  Open source 

• UALink Consortium, UALink: An Open, High-Efficiency Scale-Up Interconnect for AI  Open source 

• CXL Consortium, Introducing the CXL 4.0 Specification  Open source 

Visual note: The hero infographic is conceptual and illustrates protocol roles and architectural domains. It 
should not be interpreted as a production topology, system diagram, or product photograph. 

https://www.unifabrix.com/
https://www.unifabrix.com/product
https://ualinkconsortium.org/wp-content/uploads/2025/12/UnifabriX_UALink-Webminar_20251210_PDF.pdf
https://ualinkconsortium.org/wp-content/uploads/2026/01/UALink_White_Paper_Publication_FINAL_UPDATED.pdf
https://computeexpresslink.org/wp-content/uploads/2025/12/CXL_4.0-Webinar_December-2025_FINAL.pdf

